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SUMMARY

Protein kinases control cellular decision processes by phosphorylating specific substrates.
Thousands of in vivo phosphorylation sites
have been identified, mostly by proteomewide mapping. However, systematically matching these sites to specific kinases is presently
infeasible, due to limited specificity of consensus motifs, and the influence of contextual
factors, such as protein scaffolds, localization,
and expression, on cellular substrate specificity. We have developed an approach (NetworKIN) that augments motif-based predictions
with the network context of kinases and
phosphoproteins. The latter provides 60%–
80% of the computational capability to assign
in vivo substrate specificity. NetworKIN pinpoints kinases responsible for specific phosphorylations and yields a 2.5-fold improvement
in the accuracy with which phosphorylation
networks can be constructed. Applying this
approach to DNA damage signaling, we show
that 53BP1 and Rad50 are phosphorylated by
CDK1 and ATM, respectively. We describe
a scalable strategy to evaluate predictions,
which suggests that BCLAF1 is a GSK-3
substrate.
INTRODUCTION
The dynamic behavior and decision processes of eukaryotic cells are controlled by posttranslational modifications
such as protein phosphorylation. These, in turn, can modify protein function by inducing conformational changes or

by creating binding sites for protein interaction domains
(for example, SH2 or BRCT) that selectively recognize
phosphorylated linear motifs (Seet et al., 2006).
Decades of targeted biochemical studies and recent
experiments employing mass spectrometry (MS) techniques have identified thousands of in vivo phosphorylation sites (Aebersold and Mann, 2003). These are
collected in the Phospho.ELM database, which currently
contains 7207 phosphorylation sites in 2540 human
proteins (Diella et al., 2004). However, which of the
approximately 518 human protein kinases (Manning
et al., 2002) is responsible for each of these phosphorylation events is only known for just over a third of sites
identified thus far (35% [Diella et al., 2004]), and this fraction is decreasing in the wake of additional proteome-wide
studies. As a consequence, there is an ever-widening gap
in our understanding of in vivo phosphorylation networks,
which is difficult to close in a systematic way by current
experimental methods, despite advances in high-throughput in vitro assays (Ptacek et al., 2005) and selective
kinase inhibitors (Bain et al., 2003). Our understanding of
phosphorylation-dependent signaling networks is therefore still fragmentary.
The desire to map phosphorylation networks has
motivated the development of computational methods
to predict the substrate specificities of protein kinases,
based on experimental identification of the consensus
sequence motifs recognized by the active site of kinase
catalytic domains (Hjerrild et al., 2004; Obenauer et al.,
2003; Puntervoll et al., 2003). However, these motifs often
lack sufficient information to uniquely identify the physiological substrates of specific kinases. For example,
the sites phosphorylated by different kinases from the
CDK or Src families cannot be distinguished by their
sequences, although consensus motifs of these kinases
have been determined by in vitro experiments (Manke
et al., 2005). Thus, the recognition properties of the active
site alone are typically insufficient to reproduce the
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anchoring proteins and scaffolds (e.g., A-kinase anchoring proteins and Ste5 [Bhattacharyya et al., 2006]),
substrate capture by noncatalytic interaction domains
(e.g., SH2 domains), temporal and cell-type specific
coexpression, kinase-docking motifs within substrates
(e.g., for MAP kinases [Reményi et al., 2005]), and regulatory subunits (e.g., cyclins). Such information, which we
term contextual, may therefore enhance the accuracy
with which the in vivo substrates of protein kinases can
be predicted.
RESULTS

Figure 1. Overview of the NetworKIN Algorithm
Phosphorylation sites determined experimentally (for example, by
mass spectrometry) are mapped to a protein sequence (in this case
Rad50). The kinase family likely to be responsible for phosphorylation
of a site is predicted by consensus motifs that model the known
sequence preferences of kinase catalytic domains (Hjerrild et al.,
2004; Obenauer et al., 2003). Secondly, STRING is used to construct
a context network for each substrate based on interaction and pathway databases, literature mining, mRNA expression studies, and
genomic co-occurrence evidence (von Mering et al., 2005). Within
this network the nearest member of the relevant kinase family is identified for each phosphorylation site; for example, between members of
the PIKK kinase family predicted by motifs, ATM is chosen over DNAPK, as its path to Rad50 is shorter (see Experimental Procedures).
However, a direct interaction between a kinase and a substrate is
not a requirement, as illustrated by CK2A2 (CK2a0 ).

substrate specificities of protein kinases observed in living cells (Dar et al., 2005). Specificity in protein kinase
signaling is also achieved through additional effects such
as subcellular compartmentalization, colocalization via
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The NetworKIN Methodology
To explore the possibility of using context to enhance
the identification of kinase substrates, we developed
an integrative computational approach, NetworKIN. This
combines consensus sequence motifs and protein association networks to predict which protein kinases target
experimentally identified phosphorylation sites in vivo
(Figure 1). The algorithm consists of two stages. In the first
step, we use neural networks and position-specific scoring matrices to assign each phosphorylation site to one
or more kinase families, based on the intrinsic preference
of kinases for consensus substrate motifs (Hjerrild et al.,
2004; Obenauer et al., 2003). In the second stage, the
context for each substrate is represented by a probabilistic
protein network extracted from the STRING database (von
Mering et al., 2005), which integrates information from
curated pathway databases, cooccurrence in abstracts,
physical protein interaction assays, mRNA expression
studies, and genomic context (see Experimental Procedures). Within this context network, kinases of the appropriate families are identified through sequence similarity
searches against an annotated database of kinasedomain sequences (Figure 1). This approach captures
both direct and indirect interactions; for example, phosphorylation events mediated by scaffolds are predicted,
as the scaffolding protein provides a path in the probabilistic network between the substrate and kinase. The use
of indirect links between kinases and their substrates
enables nonobvious predictions that would be very difficult to spot by manually inspecting the available evidence.
Benchmarking against Known In Vivo
Phosphorylation Data
To test the method, we analyzed the ability of NetworKIN
to correctly predict which kinases are responsible for
modifying each of 282 known in vivo phosphorylation sites
from four well-studied kinase families (Figures 2 and S2;
Table S1) and compared this with the results of purely
motif-based methods (Hjerrild et al., 2004; Obenauer
et al., 2003). We measured prediction accuracy (the fraction of predictions known to be correct) and sensitivity (the
fraction of known sites that are correctly predicted). Using
only consensus motifs, we obtained a prediction accuracy
of 25% (173 out of 693 predictions identified the correct
kinase family) and a sensitivity of 61% (the correct kinase

substrates in cells, for example by coexpression or
through scaffolding proteins or regulatory subunits, plays
a major role in delimiting the sites that are actually phosphorylated by kinase catalytic domains in vivo.

Figure 2. Effects of Including Substrate Context
Manually curated data sets of CDK, PKC, PIKK, and INSR in vivo
phosphorylation sites were used to assess the prediction accuracy
(the fraction of predictions that are known to be correct) and sensitivity
(the fraction of known sites that are correctly predicted) of NetworKIN
and solely motif-based methods (NetPhosK and Scansite, [see
Supplemental Experimental Procedures]). This shows that including
the cellular context (in the form of a protein association network) leads
to a significant improvement in accuracy. Notably, the accuracy of
NetworKIN predictions is likely to be an underestimate since not all
the kinases that target each phosphorylation site in the set of test
proteins may currently be known from experiments.

family was found for 176 of 282 sites). Although the kinase
families used for benchmarking have by necessity been
studied more than most kinases, the predictive power of
the consensus sequence motifs for CDK, PKC, PIKK,
and INSR are representative for many other kinase families (Figure S1). By incorporating contextual information,
the prediction accuracy more than doubled to 64% (148
of 233 predictions), with only a slight drop in sensitivity
to 52% (148 of 282 sites). Moreover, of the 148 correct
kinase-family predictions made when contextual information was included, the specific kinase gene product could
be pinpointed in 72 cases (49%). In contrast, motif-based
methods alone are generally not able to go beyond
predicting the family of the responsible kinase (see
Supplemental Experimental Procedures). These results
highlight the importance of including contextual information in predicting kinase-substrate relationships.

Context Enhances Cellular Substrate Specificity
The probabilistic networks around substrates permit us to
estimate the degree to which context contributes to in vivo
specificity from a computational perspective. Since
sequence motifs alone give only 20% accuracy for wellcharacterized kinases (Figure 2), up to 80% of the ability
to predict substrate specificity could come from contextual information. Conversely, the 2.5-fold increase in
accuracy when including context (Figure 2) shows that
the context must account for at least 60% ([0.64  0.25]/
0.64 = 0.6) of the molecular information yielding precise
predictions. By inference, the association of kinases and

The Human Phosphorylation Network
The algorithm currently covers 112 human kinases from 20
families (Figure 3). We applied it to the complete curated
(see Supplemental Experimental Procedures) in vivo
human phosphoproteome in Phospho.ELM (in total 7207
sites on 2540 proteins, including large-scale mass spectrometry data [Diella et al., 2004]). This resulted in a human
phosphorylation network (HPN) consisting of 7143 sitespecific kinase-substrate interactions (see Figure S3)
between 1759 substrates and 68 kinases with predictions
for 4488 phosphorylation sites (average 70 substrates per
kinase; Figure S4). These data can be accessed at http://
networkin.info and in the Supplemental Data.
A topological analysis suggests that networks predicted
by NetworKIN are nonrandom in nature (see Figure S5 and
Supplemental Experimental Procedures). The resulting
clustering coefficients and topology coefficients indicate
that the HPN bears more resemblance to physical protein-protein interaction networks (see Supplemental
Data) than the context network used for prediction. This
was even more evident if the same comparison was
performed using only high-throughput data (data not
shown). Transient interactions can be under-represented
in high-throughput protein interaction screens (Aloy and
Russell, 2002); thus, one might not a priori expect the
HPN and protein interaction networks to share topology.
Further, the topology of the HPN does not simply reflect
that of the context network on which it is based, which
gives more confidence in the algorithm.
Colocalization of Kinases
and Their Predicted Substrates
Protein phosphorylation can control intracellular translocation and trafficking of proteins (Seet et al., 2006).
Considerable progress has been made in determining
subcellular localization of proteins both on a systematic
level (Foster et al., 2006) and individually. As the STRING
database does not currently use localization data for
predicting protein associations, we can independently
test if the computed phosphorylation networks are consistent with the localization of the kinases and their predicted
substrates.
We mapped localizations from Swiss-Prot to the HPN,
which resulted in 1005 phosphoproteins that are
described as localizing to either the cytoplasm or the
nucleus (but not both). Since each of these proteins may
contain multiple phosphorylation sites that are targeted
by different kinases, NetworKIN predicted 2287 kinasesubstrate interactions. Based on these interactions, we
found 17 kinases that show a statistically significant
preference for either cytoplasmic or nuclear substrates
(Figure 4 and Table S5).
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Figure 3. Number of Predictions in the Human Kinome
The human kinome consists of approximately 518 kinases (leafs) in a number of families (Manning et al., 2002). NetworKIN currently covers 20 of these
families encompassing 112 individual kinases. Groups of kinases for which we do not have predictions are shown as collapsed branches (triangles).
Using the complete Phospho.ELM database results in 7143 site-specific predicted kinase–substrate interactions (colored bars indicate number of
predicted phosphorylation sites) for 68 kinases. The figure was prepared with iTOL (Letunic and Bork, 2007).

For membrane-associated kinases (such as EGFR,
INSR, and the Src family kinases), we almost exclusively
predict cytoplasmic substrates. Although receptor tyrosine kinases (RTKs) can occasionally translocate to the
nucleus, we predict very few nuclear substrates. However,
we cannot exclude the possibility that the available phosphorylation data sets do not currently cover the cellular
states where RTKs are active in the nucleus. In contrast,
we find no kinases that are predicted to exclusively phosphorylate nuclear proteins. For the kinases that are
primarily localized to the nucleus (ATM, CDK1, CDK2,
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CK13, and CK2a), we predict only 2- to 3-fold more
nuclear than cytoplasmic targets (Table S5). There are at
least three possible explanations for this: (1) all nuclear
kinases are synthesized in the cytosol and may phosphorylate cytosolic proteins prior to entering the nucleus, (2)
nuclear kinases may have access to cytosolic substrates
during mitosis when the nuclear membrane is absent,
and (3) many kinases may shuttle between the nucleus
and the cytosol. This is exemplified by MAPK9 (Jnk2)
and MAPK10 (Jnk1), which, upon activation, translocate
from the cytosol to the nucleus or the perinuclear region

Figure 4. Subcellular Localization of Kinases and Their
Substrates
A set of 960 cytoplasmic and 1327 nuclear phosphoproteins was
extracted from the HPN based on subcellular localization information
from Swiss-Prot. Among the predicted kinases we identified 17
kinases that showed a statistically significant preference for either
cytoplasmic or nuclear substrates. These kinases were color coded
according to this preference and placed in the schematic figure
according to their primary subcellular localization; the kinases placed
within the arrows are known to translocate to the nucleus upon activation or shuttle between the nucleus and the cytoplasm. Transmembrane and membrane-associated kinases are correctly predicted to
selectively phosphorylate cytoplasmic substrates, whereas the
kinases that are active only in the nucleus all show clear preference
for nuclear substrates.

(Mizukami et al., 1997; Whitmarsh et al., 2001). Consistent
with this, we predict 3-fold more nuclear MAPK9/10
substrates than cytoplasmic ones. Conversely, PKAb
and PKCa are both fairly pleiotropic kinases, which in
the phosphorylation network show a weak preference
for cytoplasmic substrates.
Despite the caveats of possible biases in the various
data sets, the predicted kinase-substrate interactions
are consistent with localization data for the substrates
and kinases. The cell membrane-linked kinases show
clear preference for cytoplasmic substrates, the predominantly nuclear kinases are biased toward nuclear substrates, and the kinases that shuttle between the cytosol
and the nucleus exhibit a more even distribution of
substrates.

Constructing a DNA-Damage Response Network
Using the HPN as a resource, we investigated protein
phosphorylation within the DNA-damage response
(DDR) network of human cells (Figures 5 and S6). An effective DNA-damage response is critical for maintaining
genomic integrity and preventing malignant transformation. The response to DNA double-stranded breaks
(DSBs) is primarily regulated by the kinase ATM, a member
of the PIKK family (Shiloh, 2006). Of the 45 sites in 16
known ATM substrates, we correctly predicted 39. In

addition, we predicted 12 new ATM sites in DSB
response- and apoptosis-related proteins (Figure 5), 8 of
which are found in 6 proteins not previously known to be
ATM substrates. One of these novel predicted ATM substrates is Rad50, a component of the MRN complex that
helps to stabilize broken chromosomes and, together
with Nbs1 and Mre11, acts as a sensor of DNA damage
and contributes to ATM recruitment to DSBs and activation of ATM by autophosphorylation (Shiloh, 2006). S635
of Rad50 was shown to be phosphorylated in a large-scale
mass spectrometry study (Beausoleil et al., 2004). The
NetworKIN algorithm predicts it to be a potential ATM substrate site because it matches the consensus sequence of
ATM and its relatives and because the context network
links Rad50 and ATM by primary experimental evidence,
manually curated pathways, and literature mining (Figure 1). The latter reflects the knowledge that ATM interacts
with the MRN complex and copurifies with Rad50 as part
of the BASC supercomplex (Wang et al., 2000), a sensor of
DNA damage.
ATM Kinase Phosphorylates Rad50 in Response
to Genotoxic Stress
To test this prediction, we assayed the phosphorylation of
Rad50 in response to DNA damage in wild-type (ATMwt/wt;
Figure 6A) and ATM null (ATM/; Figure 6B) lymphoblast
cells using a phospho-S/T-Q -specific antibody that
recognizes the ATM phosphorylation sites. Treatment
with the topoisomerase inhibitor doxorubicin induced
the phosphorylation of Rad50 at the ATM-specific phosphorylation site in wild-type cells but not in ATM null cells
(Figure 6), which indicates that ATM is required for Rad50
phosphorylation induced by DNA damage as predicted.
We also immunoprecipitated Rad50 from doxorubicintreated wild-type cells and analyzed its phosphorylation
by mass spectrometry. The MS/MS fragmentation spectra
(Figure S7) confirmed the phosphorylation of Rad50 at the
predicted ATM substrate site, S635, in agreement with
published data (Beausoleil et al., 2004). Together, these
data validate the effectiveness of the algorithm in predicting specific kinase-substrate relationships in vivo.
Multiple Predicted ATM Roles and Targets
We predicted additional novel ATM targets, including
components of the NF-kB pathway (NF-kB2, IKKb, and
NEMO) and regulators of apoptosis (Bcl-2, BAD, and
PIN1) (Figure 5) and the cell cycle (Cdc25A). The predictions that ATM phosphorylates NF-kB-related proteins
are far from obvious; in the context network, these
proteins are only linked to ATM indirectly via two other
proteins, namely IkBa and p53. While this manuscript
was in preparation, it was demonstrated that ATM
(located in the nucleus) indeed phosphorylates the site
(S85) predicted by NetworKIN on the NEMO protein and
that, following phosphorylation, both ATM and NEMO
translocate to the cytosol (Wu et al., 2006). This intriguing observation provides some independent support for
other predictions that ATM may phosphorylate cytosolic
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Figure 5. Phosphorylation in the DNA-Damage Response
We modeled the primary DNA damage response and the apoptosis-related signaling by applying NetworKIN to in vivo phosphorylation sites (Diella
et al., 2004). Only proteins that are known or predicted to be targeted by ATM are included. Boxes within each protein denote known phosphorylation
sites, and are color coded based on which kinases or kinase families are known (upper rows) or predicted (lower rows) to phosphorylate the site. In
cases with multiple kinases predicted for a site, two kinases are shown as slashed boxes. A more comprehensive network (DDR+ subnetwork)
containing additional proteins is included as an interaction map (Figure S6).

substrates (e.g., Cdc25A and IKKb). ATM is known to
contribute to cell-cycle arrest and to indirectly regulate
apoptosis by activating the proapoptotic transcriptional
program of p53 and the antiapoptotic transcriptional
program of NF-kB (Rashi-Elkeles et al., 2006). We predict
(Figure 5) that ATM contributes directly to the regulation of
apoptosis by phosphorylating the proapoptotic protein
BAD and the antiapoptotic protein Bcl-2. Consistent with
a role for ATM in apoptosis, ATM phosphorylates the proapoptotic Bcl-2 family member BID, which contributes to
the S phase checkpoint after DNA damage (Kamer et al.,
2005; Zinkel et al., 2005). A direct role for ATM in apoptosis
would constitute a significant expansion of ATMs regulatory activity. For an annotated list of ATM predictions
covering 72 target proteins, see Table S5.
The Cell-Cycle Kinase CDK1 Phosphorylates 53BP1
during Mitosis
Although focused on ATM, Figure 5 also contains novel
predictions for other kinases. For instance, we predict
several kinases for the 53BP1 protein that has been shown
to accumulate at DNA damage-induced foci and to be
hyperphosphorlylated in an ATM-dependent manner
(Anderson et al., 2001; Rappold et al., 2001; Schultz
et al., 2000). Deletion of 53BP1 abrogates the G2 DNAdamage checkpoint and compromises tumor suppres-
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sion, classifying 53BP1 as a bona fide DNA-damage
checkpoint protein (Ward et al., 2003). DNA-damage
checkpoints inhibit cell-cycle progression by targeting
the core proteins that drive cell-cycle progression,
CDKs. Thus, the prediction of 53BP1 as a substrate for
CDK1 and/or CDK2 (Figure 5) is interesting, as CDKs
have previously been implicated in the DNA-repair response by experiments showing that inhibition of CDKs
in budding yeast results in defects in DNA damageinduced arrest and in homologous recombination repair
pathways (Ira et al., 2004). To assess phosphorylation by
CDKs, we analyzed 53BP1 in human U2OS osteosarcoma
cell cultures that had been subjected to stimuli, such as
mitotic arrest, that differentially modify the levels of
CDK1 and CDK2 activity. As seen in Figure 6C, cells
arrested in prometaphase with paclitaxel showed a slower
migrating 53BP1, implying increased phosphorylation.
These cells are inactive for CDK2 as reflected by the degradation of cyclin A, the most prominent cyclin partner of
CDK2 in G2/M cells (Figure 6C; lane 3). To investigate
whether cyclin B/CDK1 is responsible for mitotic 53BP1
phosphorylation, we employed the MPM-2 antibody,
which recognizes phosphorylated CDK1/2 consensus
sites. 53BP1 immunoprecipitated from mitotic cells was
recognized by MPM-2, indicating that CDK1 is responsible for 53BP1 phosporylation in vivo (Figures 6C and 6D;

Figure 6. Phosphorylation of Rad50 and
53BP1
(A and B) Rad50 was immunoprecipitated from
EBV-transformed human ATMwt/wt or (B)
ATM/ lymphoblasts. The immunoprecipates
were separated by SDS-PAGE and immunoblotted for Rad50 and coassociating proteins
Mre11 and Nbs1. These same immunoprecipitates were also probed with a phospho-S/T-Q
specific antibody that recognizes ATM/ATR
motifs (two right panels). Rad50 was phosphorylated in the wild-type cells but not in the ATMnull cells in response to DNA damage as
predicted. Nbs1 phosphorylation was reduced,
but not eliminated, in the ATM-null cells, suggesting that other PIKK kinases are also active
in these lymphoblast cell lines but that these
are not responsible for Rad50 phosphorylation.
When probing with the phospho-S/T-Qspecific antibody, the Nbs1 band is stronger
than the Rad50 band due to the presence of
three ATM sites in Nbs1 but only a single site
in Rad50. An unidentified protein, p140, was
recognized by the phospho-S/T-Q antibody.
(C and D) Human osteosarcoma U2OS cells
were left untreated or treated with paclitaxel/
doxorubicin (G2/M checkpoint arrest), paclitaxel (mitotic arrest), or paclitaxel with the CDK-inhibitor Roscovitine. Subsequently, cells were harvested
and analyzed in parallel by immunoblotting and fluorescence-activated cell sorting (FACS) (panel C only for FACS). Percentages of mitotic cells (phospho-Histone H3 staining) and G2/M cells (propidium iodide) as determined by FACS analyses are shown below panel (C). Immunoblotting of total cell
lysates (TCL) or 53BP1 immunoprecipitations was performed with antibodies indicated to the right of the panels (see Supplemental Experimental
Procedures). Only 53BP1 immunoprecipitated from mitotic cells was recognized by the phosphospecific antibody MPM-2, indicating that CDK1
is responsible for 53BP1 phosporylation in vivo.

lane 3). Consistent with this view 53BP1 was phosphorylated by cyclin B/CDK1 in vitro (data not shown). To further
investigate the involvement of CDK1 in mitotic phosphorylation of 53BP1, we utilized the CDK inhibitor roscovitine.
Following treatment with roscovitine, cells exit from
mitosis, as shown by the degradation of cyclin B
(Figure 6D; lane 4). Incubation of mitotic cells with roscovitine efficiently reversed both the mobility shift and MPM2 reactivity of 53BP1, indicating that CDK activity is
required for the phosphorylation of 53BP1 that results in
its altered mobility and recognition by the MPM-2
antibody (Figure 6D; lane 4). As controls, we analyzed
unsynchronized cells and cells that were prevented from
entering mitosis by treatment with doxorubicin prior to
paclitaxel to activate the G2/M-DNA damage checkpoint
(Figures 6C and 6D; lanes 1 and 2, respectively). In both
these instances 53BP1 was not recognized by the antiMPM2 antibody. The decreased mobility of 53PB1 in
DNA checkpoint-arrested cells is likely due to phosphorylation by the ATM kinase. These data indicate that 53BP1
is a substrate for CDK1 in mitotic cells as predicted by
NetworKIN.

Additional Potential Cell-Cycle Regulation
of the DDR Network
Several other predictions in the DNA damage-response
network Figure 5 are of potential interest. For example,
we predict that CDK1 and/or CDK2 phosphorylates CtIP

(RBBP8), a potential tumor suppressor, on S327, suggesting that CtIP can be phosphorylated during M and S
phase. CtIP was indeed recently shown to be involved in
G2/M checkpoint control through BRCA1-dependent
ubiquitination in response to S327 phosphorylation (Yu
et al., 2006) and to counteract Rb-mediated G1 restraint
(Chen et al., 2005). Similarly, we predict CDK1 and/or
CDK2 to phosphorylate the SMC4 subunit of condensin,
a protein complex that is known to be subject to cell
cycle-dependent phosphorylation in both human cells
and cells of other species (Takemoto et al., 2004). The
complete set of predictions is available on the supplemental website (http://networkin.info) and in the Supplemental
Data. The predictions are also provided as a tab separated
text spreadsheet.

Quantitative Perturbations
of Phosphorylation Networks
The examples provided by Rad50 and 53BP1 (Figure 6)
illustrate the importance of reliable predictions, as even
with such hypotheses in hand it takes considerable effort
to validate individual in vivo kinase-substrate relationships
using conventional techniques. An approach that, together
with NetworKIN, could potentially accelerate this process
is to perturb the activity of a specific kinase, for example
by siRNA or selective inihibitors, and to monitor the phosphorylation of a predicted substrate by quantitative mass
spectrometry. In particular, a mass-spectrometric scan
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Figure 7. Quantitative Measurement of
GSK-3-Dependent Phosphorylation on
BCLAF1
(A) Multiple reaction monitoring of S531 on
BCLAF1. HEK293 cells were left untreated
(upper panel) or treated (lower panel) with the
GSK-3 inhibitor lithium. Each curve (extracted
ion currents) represent an MRM elution profile
corresponding to the phosphorylated (blue,
STFREEsPLR) and non-phosphorylated (red,
STFREESPLR) peptides (see Experimental
Procedures).
(B) The calculation of phosphorylation levels is
given by the ratio of the integrated ion currents.
(C) Treatment with the GSK-3 inhibitor lithium
results in a 3.7-fold decrease of phosphorylation of BCLAF1 at S531. The error bars show
standard deviations.

mode termed multiple reaction monitoring (MRM) is well
suited to quantify the extent to which a given site is phosphorylated, by measuring specific fragment ions related to
selected peptides (Anderson and Hunter, 2006; Ong and
Mann, 2005; Schmelzle and White, 2006). MRM methods
are increasingly being used to assay for phosphorylated
peptides (Wolf-Yadlin et al., 2007).
To test this approach, we investigated the Bcl-2-interacting transcriptional repressor BCLAF1, which has previously been implicated in apoptosis and cancers (Kasof
et al., 1999). BCLAF1 contains more than 30 phosphorylation sites identified by mass-spectrometry studies (Diella
et al., 2004). Since little is known about the kinases that
target this protein, we decided to track one of the several
predicted GSK-3b sites by MRM (see Experimental Procedures). We employed an ABI/Sciex 4000QTRAP to assay
the S531 phosphorylation site of BCLAF1 (Figure 7). The
extracted ion currents indicate the relative amounts of
phosphorylated/nonphosphorylated peptides in an untreated sample (Figure 7A; upper panel) or a sample
treated with the GSK-3 inhibitor lithium (Figure 7A; lower
panel). In order to calculate the relative change in phosphorylation of S531, the peak integral was calculated
(Figure 7B). The results based on two biological repeats
are shown as the ratio of phospho/nonphospho peptide
(Figure 7C), which indicates a 3.7-fold decrease upon
lithium treatment. This observation, together with the
NetworKIN prediction that GSK-3b directly phosphorylates BCLAF1, suggests that BCLAF1 is a novel target of
this kinase. The approach presented here does not give
definitive proof that a predicted kinase is the relevant in
vivo enzyme, as it cannot rule out phosphorylation through
another kinase. This problem will diminish as more kinase
consensus motifs are added to the algorithm, as it will then
be possible to apply exclusion principles. However, given
the prediction and observed perturbations, we argue it is
the most parsimonious explanation. Given the accuracy
(Figure 2) of the NetworKIN method, we think this is a
reasonable approach to a large-scale mapping of human
phosphorylation networks.
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DISCUSSION
Context Essential for Modeling
Phosphorylation Networks
The method presented here is designed to link experimentally identified phosphorylation sites to protein kinases.
The algorithm relies on the fact that signaling proteins
are modular in the sense that they contain domains (catalytic or interaction) and linear motifs (phosphorylation or
binding sites), which mediate interactions between proteins (Seet et al., 2006). It also exploits both the inherent
propensity of kinase catalytic domains to phosphorylate
particular sequence motifs and contextual information
regarding the physical association, co-occurrence in the
genome and literature, and coexpression of kinases and
substrates. The improved predictive power gained from
using context underlines the importance of extracatalytic
kinase-substrate interactions in the specificity of protein
phosphorylation within cells. We would also suggest that
this underlines the utility of network data in modeling
molecular and cellular events.
Errors in Phosphorylation Networks
Although including contextual data markedly increases
the accuracy of kinase-substrate relationship predictions,
this method is obviously still prone to error. The HPN
presented in this work offers insight into phosphorylationdriven interaction networks and represents thousands of
hypotheses, which can be further investigated. However,
it is a predicted network and thus will contain errors, which
may arise primarily from three sources, as described
below.
(1) A fraction of experimentally determined phosphorylation sites will be false positives, and some phosphorylation sites will have been missed, the latter resulting in
incomplete networks. Identifying the position of phosphorylation sites within phosphopeptides identified with
mass spectroscopy is still a difficult problem and a source
of error (Beausoleil et al., 2006). Whereas error rates can
be determined in proteomics studies, this is often not

possible for low-throughput data. By inspecting the
phosphorylation sites in the benchmark set that NetworKIN failed to predict, we were able to identify and correct
the annotation in Phospho.ELM for five ATM and five DNAPK sites, which had been reported in the literature but
which are likely phosphorylated by other kinases acting
downstream of ATM and DNA-PK.
(2) The consensus sequence motifs used for predicting
kinase families can suffer from errors as well. The motifs
may be biased relative to in vivo sites due to specific
in vitro techniques. The lack of comprehensively determined in vivo substrate sites for many kinases means
that the data sets available for training and testing motif
predictors are limited and, thus, the resulting predictors
can be biased (Hjerrild et al., 2004). The false assignment
of kinases to substrates due to indirect phosphorylation
events can also lead to overly degenerate sequence
motifs due to erroneous training data.
(3) Finally, as we use a probabilistic association network
to describe the context of kinases and substrates, errors
in this network can lead to false couplings of kinases
and substrates. However, this error rate is quantified and
is easily controlled through benchmarking and weighting
of the data (von Mering et al., 2005).
Coverage of the Human Phosphorylation Network
It may seem contradictory that a method covering 22%
(112 of 518) of the kinome should be able to make predictions for 62% (4488 of 7207) of all phosphorylation sites.
An obvious explanation would be that NetworKIN overpredicts; however, this is not the case, since the prediction
accuracy is higher than the sensitivity (64% versus 52%)
and the method thus slightly underpredicts. The reason
may rather be that most of the pleiotropic kinase families,
which are responsible for the phosphorylation of a very
large number of sites, are covered by the method,
whereas the missing kinases tend to be more specific
(or selectively expressed) and thus account for the phosphorylation of relatively few sites. Moreover, many sites
are likely phosphorylated by multiple kinases in vivo (Bullock et al., 2005), which further increases the likelihood that
at least one kinase for any given site is currently included
in the algorithm.
Perspectives
Despite these potential sources of errors, combining
multiple data types (i.e., consensus motifs, phosphorylation sites, and association networks) is essential for
constructing phosphorylation networks and is, as we
show, also sufficiently accurate to allow meaningful
theoretical and experimental investigations. Moreover,
as experimental approaches such as MS-based phosphoproteomics improve (Olsen et al., 2006), these errors will
continuously be diminished.
As the backlog of phosphorylation sites is reduced and
sites are entered into the Phospho.ELM database, the
basis for deriving new and more accurate motifs will be
improved accordingly. New techniques for determining

kinase specificity are also improving, allowing the coverage of consensus motifs to be extended to the whole
kinome (Hutti et al., 2004). Finally, as more data on protein
interactions are generated and integrated with expression
and other data in the STRING database, this will result
in more accurate association networks, improving the
contextual information employed by the NetworKIN
algorithm.
The availability of new data will also help extend the
algorithm to include other posttranslational modifications
(for example, acetylation or methylation) to their relevant
enzymes and incorporate information regarding docking
motifs and modification-dependent interaction modules
(for example, Bromo and SH2 domains), thus enabling
the construction of entire event-based signaling networks.
Our results clearly indicate that kinases and their
substrates form complex and dynamic interaction
networks. As we learn more about network-mediated
kinase specificity one can envision deployment of mixtures of kinase inhibitors to target the network rather
than the individual kinases, for example for therapeutic
purposes. Accurate and systematic pairing of posttranslational modifications with the enzymes responsible
for marking specific sites will ultimately provide critical
information on the dynamics of signal propagation and
processing in complex biological systems.
EXPERIMENTAL PROCEDURES
The NetworKIN Algorithm
Given a phosphorylation site, a set of possible kinase families is
predicted using NetPhosK and Scansite (see below), and the set of
candidate kinase families is given by a BLAST search in a database
of kinase domains. The best candidate kinases within these families
are identified from a protein network of functional associations (generated using the STRING database [von Mering et al., 2005]) by calculating the proximity to the substrate for all kinases, defined as the
probability of the most probable path connecting them (Floyd-Warshall
algorithm). Because it is not always possible, or even meaningful, to
predict a single kinase for a site, all kinases with a functional association probability up to 0.01 worse than the best-scoring one are
suggested as candidates. The algorithm is implemented in ANSI-C
and Python.
Integration of Contextual Data
To capture the biological context of a substrate, we use a probabilistic
network of functional associations extracted from the STRING database (von Mering et al., 2005) (http://string.embl.de). This network is
based on four fundamentally different types of evidence: genomic
context (gene fusion, gene neighborhood, and phylogentic profiles),
primary experimental evidence (physical protein interactions and
gene coexpression), manually curated pathway databases, and automatic literature mining. Table S3 shows that the three latter evidence
types are of comparable importance, whereas genomic context
methods contribute very little toward the predictions made by NetworKIN. As the curated pathway databases generally contain few
errors, a confidence score of 0.9 is assigned to this type of evidence.
Physical protein interactions play the dominant role among the
primary experimental data, whereas gene coexpression contributes
only very little. Physical protein interactions were imported and merged
from numerous repositories, and the reliability of each individual interaction was assessed based on the promiscuity of the interaction
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partners using a scoring schemes described elsewhere (von Mering
et al., 2005). Gene coexpression was measured by calculating the
Pearson correlation coefficient between two genes across all data
sets in the Gene Expression Omnibus repository for the organism in
question.
Automatic literature mining plays an important role as the majority of
the accumulated knowledge on molecular biology is only available in
the form of scientific papers. We thus extracted relations between
proteins based on MEDLINE abstracts, OMIM monographs, and
gene-summary paragraphs from model-organism databases. To identify gene and protein names in these texts, a comprehensive synonyms
list was compiled for each organism based on Ensembl, Swiss-Prot,
and various model-organism databases. The vast majority of relations
are extracted using a statistical cooccurrence method that counts the
number of abstracts in which two proteins co-occur and compares this
to the random expectation given how often each protein occurs. To
obtain a high score, two proteins must thus repeatedly be mentioned
together in the scientific literature. In addition, we extracted specific
types of relations such as physical protein interactions using a natural
language-processing pipeline described elsewhere (Saric et al., 2006).
As a functional association implies that two proteins function in the
same process, all the scoring schemes for all evidence types were
benchmarked and calibrated on metabolic and signaling pathways
from the KEGG database (Kanehisa et al., 2006), resulting in probabilistic scores for all evidence types. Since these scores are directly
comparable and specify the reliability of each piece of evidence, no
weighting scheme for different evidence types is needed. We subsequently transferred associations to orthologous proteins in other
organisms and combined multiple lines of evidence for a given binary
association into a single confidence score using a Bayesian scoring
scheme (von Mering et al., 2005).
Detection of Rad50 Phosphorylation
EBV-transformed lymphoblasts from ATMwt/wt and ATM/ individuals
were treated with doxorubicin and lysed, and immunoprecipitated
proteins were isolated using SDS-PAGE and visualized by immunoblot
analysis (see Supplemental Experimental Procedures). For massspectrometry analysis, the experiment was repeated, and the immunoprecipate was separated by SDS-PAGE. Excised gel bands
containing Rad50 protein were digested with Trypsin (Promega, Madison, WI) according to the protocol described in Houthaeve et al.
(1995). After lyophilization, tryptic peptides were analyzed by liquid
chromatography mass spectrometry (see Supplemental Experimental
Procedures).

compared to the same ratio calculated after inhibition of GSK-3
with LiCl (Figure 7). The experiment was repeated twice on different
days on different cell populations.
Supplemental Data
Supplemental data include seven figures, five tables, and Supplemental References and can be found with this article online at http://www.
cell.com/cgi/content/full/129/7/1415/DC1/.
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